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• VPop generation performance is inherently context-dependent
• Surrogate-assisted strategies are not universally superior but offer substantial runtime gains as model complexity 

increases
• Method choice should be guided by model complexity, computational budget, and prioritized performance criteria
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Key takeaways References

• The three methods for VPop generation are 
compared using standard metrics [3]

• Trade-offs between goodness-of-fit, 
efficiency, diversity, and computational cost

• No single method consistently outperforms 
others across models or metrics 

Motivation & Background
• Virtual populations (VPops) represent uncertainty and 

inter-individual phenotypic variability in QSP models, 
supporting clinical decision-making [1]

• Widely used approaches following Allen et al. [2] 
generate large plausible populations (PPops) and select 
VPops to match target clinical distributions 

• Such methods are typically evaluated on single models, 
assuming transferability

• As QSP model complexity increases, PPop generation 
becomes a major computational bottleneck
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Figure 3. Comparative performance of VPop generation methods across three QSP models and four metrics. Columns correspond to models and rows to evaluation metrics. Methods are color-coded: simulated annealing (green), Metropolis–Hastings (blue), and surrogate-assisted (yellow). 
Results are reported as mean ± SD over 5 runs, using 10000 plausible patients unless otherwise stated. Goodness-of-fit (GoF): Kolmogorov–Smirnov statistic on marginal distributions; improvement from PPops (filled bars) to VPops (open bars). Efficiency: GoF of the final VPop as a function of 
the number of generated plausible patients. Diversity: cumulative density function of pairwise parameter dot products (50000 samples); comparison to a uniform random control (black) indicates diversity (closer = more diverse). Computational cost: runtime for PPop and VPop generation.

VPop generation framework [2,3] 

1. Definition of plausible ranges for model parameters and outputs

Figure 1. VPop generation framework and methods used for benchmarking. Following Rieger et al. [3], biologically plausible ranges are defined for model parameters and outputs. Plausible 
populations are generated using simulated annealing (SA), Metropolis–Hastings (MH), or a surrogate-assisted method (SM). SA and MH iteratively optimize parameter sets within predefined bounds 
to produce physiologically plausible outputs, repeated to generate multiple plausible patients. In the surrogate-assisted approach, a statistical surrogate trained on QSP model simulations filters 
parameter sets from random search to identify viable plausible patients. The resulting PPop is then filtered via an acceptance–rejection sampling to select a VPop matching target clinical distributions.
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As model complexity increases, the surrogate-assisted method reduces total runtime while maintaining competitive performance

Surrogate-based 
random search (SM) [4]

Metropolis Hastings 
(MH) [3]

Simulated annealing 
(SA) [2]
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Figure 2. Surrogate-assisted VPop generation for the Gaucher’s disease type I model [7] (10000 
plausible patients). Left: target data distributions for a subset of variables of interest (3 of 11 
model outputs; black curves) vs. PPop (blue) and VPop (orange) distributions, shown as marginals 
(top) and pairwise projections relative to ellipsoids representing the estimated 95% confidence 
surface (bottom). Right: selection of virtual patients (orange) from PPop (light blue) based on 
inclusion probabilities derived from relative prevalence, i.e., proportional to the ratio of empirical 
data density to plausible patient density.

2. Alternative methods for PPop generation

Example: Surrogate-assisted method in a high-dimensional QSP model

Gaussian process 
regression surrogate

Random 
search

+

Acceptance-rejection 
step [2,3]
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Model complexity

23 parameters
(22 for VPop)

9 equations
3 observables

26 parameters 
(8 for VPop)

17 equations
2 observables

218 parameters
(25 for VPop)
82 equations

11 observables

PLASMA CHOLESTEROL REGULATION [5] GAUCHER’S DISEASE TYPE I [7]COLONIC MOTILITY [6]

DIVERSITY

EFFICIENCY

(the lower the better)

(the lower the better)

(the closer to uniform the better)

(the lower the better)
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